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RAH-VLA: Resolution-Adaptive Hierarchical
Vision—Language Alignment for Multimodal
Remote Sensing Understanding

Siyu Zhang", Lianlei Shan"”, Runhe Qiu*, and Wenxin Zhong

Abstract—Multimodal vision-language modeling has emerged
as a promising paradigm for remote sensing (RS) image
understanding. However, existing methods are limited by fixed-
resolution visual processing and single-scale vision—language
alignment, making it difficult to simultaneously preserve fine-
grained details and maintain semantic consistency across differ-
ent spatial granularities. To address these challenges, we propose
RAH-VLA, a resolution-adaptive hierarchical vision-language
alignment framework for multimodal RS understanding. Specif-
ically, a dynamic resolution input strategy (DRIS) is developed
to enable resolution-adaptive visual representations, while a
multiscale vision-language alignment mechanism (MS-VLAM)
is introduced to establish hierarchical semantic correspondence
across object-level, region-level, and global-level representations.
Extensive experiments on multiple RS benchmarks demon-
strate that RAH-VLA consistently improves image captioning,
visual grounding, and cross-modal reasoning performance while
reducing computational redundancy. Qualitative analyses further
illustrate the effectiveness of the proposed resolution-adaptive
perception and hierarchical vision-language alignment mecha-
nisms, as well as the cross-modality generalization capability
of the proposed framework. Overall, RAH-VLA provides an
effective and scalable solution for multimodal RS interpretation,
offering a practical pathway toward efficient and semantically
robust RS vision—-language models.

Index Terms—Cross-modal semantic understanding, hierar-
chical alignment, multimodal remote sensing (RS), resolution
adaptation, vision-language modeling.

NOMENCLATURE
R(x,y) Resolution assignment function (1).
Ruigh, Riow High-/low-resolution modes (1).
s(x,y) Regional saliency score (1).
T Adaptive threshold value (1) and (2).
A Threshold sensitivity coefficient (2).
k Number of selected ROIs (6).
Q Selected region of interest (3)—(5).
Feoarse Coarse-resolution feature map (3)—(5).
Fhne Fine-resolution feature map (3)—(5).
Frused Fused multiresolution features (3)—(5).
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Pror Selected ROI set (6).
\%4 Visual feature representation (7) and (17).
g Global visual representation (17) and (18).
foLs Global textual representation (18).
Lop; Object-level alignment loss (10).
Lieg Region-level alignment loss (16).
Lgiob Global-level alignment loss (18).
a, B,y Alignment loss weights (19).
Latign Hierarchical alignment loss (19).
Lcaption Caption generation loss (20).
) Loss balancing coefficient (21).
L Overall training objective (21).

I. INTRODUCTION

EMOTE sensing (RS) imagery, acquired from satellite-
borne and airborne platforms, provides a fundamental
means for large-scale Earth observation and dynamic environ-
ment monitoring [1]. Benefiting from wide spatial coverage,
high spatiotemporal resolution, and rich spectral diversity,
modern RS data support a broad range of applications,
including land-cover analysis, urban management, precision
agriculture, and disaster monitoring [2], [3], [4]. With the rapid
advancement of sensing technologies and Earth observation
systems, remote sensing imagery is evolving toward increas-
ingly large-scale and heterogeneous data distributions, driving
growing demands for intelligent semantic understanding [5].
Despite the rapid advancement of sensing technologies
and Earth observation systems, achieving reliable semantic
understanding of RS imagery remains highly challenging,
particularly in scenarios requiring the joint perception of
large-scale spatial context and fine-grained object details [6],
[7]. Traditional unimodal analysis is inherently insufficient
to capture the complementary and heterogeneous information
distributed across modern RS data [e.g., optical, synthetic
aperture radar (SAR), and LiDAR modalities], motivating
the transition toward multimodal semantic understanding
paradigms [8], [9]. Existing multimodal approaches mainly
rely on implicit feature interaction and feature-level fusion,
making it difficult to establish consistent semantic correspon-
dence across heterogeneous modalities and multiple semantic
granularities [10], [11]. Consequently, these methods often
struggle to achieve robust high-level semantic understanding
in complex RS scenarios.
To overcome the limitations of conventional multimodal
fusion, vision-language models (VLMs) have recently emerged
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Fig. 1. Motivation and Overview of the Proposed RAH-VLA Framework for RS Image Understanding. RS imagery exhibits heterogeneous modalities, extreme
scale variation, and hierarchically distributed semantics, posing challenges for multimodal understanding. Existing methods are limited by fixed-resolution
processing and single-scale alignment. RAH-VLA provides a unified framework for jointly modeling resolution-adaptive visual perception and hierarchical

vision—language semantic alignment.

as a promising paradigm for cross-modal semantic under-
standing by explicitly bridging visual representations and
language-based semantic concepts [12], [13]. Compared with
traditional multimodal frameworks, VLMs provide a unified
framework for connecting visual content with semantic con-
cepts, enabling high-level tasks such as image captioning,
visual grounding, and multimodal reasoning [14], [15]. More
importantly, VLMs enable explicit modeling of semantic
relationships beyond low-level feature interaction, offering a
principled way to align visual representations with language-
guided semantics [16], [17].

Despite their success, existing VLMs are primarily designed
for natural image domains and do not explicitly account
for the intrinsic characteristics of RS imagery [7]. In par-
ticular, RS imagery exhibits extreme scale variation, where
large homogeneous regions coexist with small but seman-
tically critical objects, making fixed-resolution processing
inefficient and prone to losing fine-grained semantic details
[18]. Meanwhile, semantic concepts in RS imagery are inher-
ently spatially distributed and hierarchically structured across
multiple scales [19]. However, most existing VLMs mainly
rely on single-scale alignment, limiting their ability to capture
consistent cross-modal semantics across object-level, region-
level, and global-level representations [20]. In addition, the
weak and indirect correspondence between visual patterns and
textual descriptions further increases the difficulty of robust
cross-modal semantic alignment under heterogeneous sensing
conditions [14].

These limitations reveal a fundamental mismatch between
resolution-dependent visual representations and hierarchically
structured semantic concepts in RS imagery, where fixed-
resolution visual encoding fails to preserve consistent semantic
correspondence across spatial scales and semantic granularities

[21]. As illustrated in Fig. 1, multimodal RS imagery exhibits
extreme scale variation and hierarchically distributed seman-
tic structures, while existing vision—language frameworks
mainly rely on fixed-resolution processing and single-scale
alignment, resulting in inefficient representation learning and
inconsistent semantic correspondence across different spatial
granularities. These observations highlight the necessity of a
unified modeling paradigm that can simultaneously account
for scale variation and hierarchical semantic structures in
RS [22].

To address these challenges, we formulate multimodal
RS wunderstanding as a resolution-adaptive hierarchical
vision—language alignment problem and propose resolution-
adaptive hierarchical vision—language alignment (RAH-VLA),
a unified framework for efficient and semantically consistent
multimodal RS understanding. Specifically, we introduce a
dynamic resolution input strategy (DRIS), which adaptively
allocates computational resources and visual tokens according
to scene complexity, enabling efficient visual perception while
preserving fine-grained semantic details. Building upon these
resolution-adaptive representations, we further develop a mul-
tiscale vision-language alignment mechanism (MS-VLAM),
which decomposes cross-modal alignment into object-level,
region-level, and global-level semantic spaces to establish
hierarchical semantic correspondence across different semantic
granularities. By jointly integrating adaptive visual representa-
tion learning and hierarchical semantic alignment, RAH-VLA
effectively bridges the gap between visual representations and
semantic understanding in RS imagery, providing a unified
framework for image captioning, visual grounding, and mul-
timodal reasoning.

The main contributions of this work are summarized as
follows.
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1) We propose RAH-VLA, a unified framework for mul-
timodal RS understanding that jointly models adaptive
visual perception and hierarchical semantic alignment.

2) We develop a DRIS that adaptively allocates visual
computation according to scene complexity, reducing
computational redundancy while preserving fine-grained
visual details.

3) We introduce an MS-VLAM to establish hierarchical
semantic correspondence across object-level, region-
level, and global-level representations.

4) Extensive experiments on multiple RS benchmarks
demonstrate the effectiveness of RAH-VLA in image
captioning, visual grounding, and multimodal reasoning
tasks, while additional analyses validate its interpretabil-
ity and cross-modality generalization capability.

II. RELATED WORK
A. Multimodal Semantic Understanding in RS

The rapid growth of heterogeneous Earth observation data
has driven increasing interest in multimodal RS semantic
understanding, where complementary information from opti-
cal imagery, SAR, LiDAR, multispectral, and hyperspectral
modalities is jointly exploited [23], [24]. Compared with
single-modality analysis, multimodal frameworks integrate
complementary spatial, spectral, geometric, and structural
information across different sensing mechanisms, significantly
improving robustness and scene understanding capability
under complex observation conditions, including noise inter-
ference, cloud contamination, and heterogeneous terrain
distributions [10], [25]. Consequently, multimodal seman-
tic understanding has gradually evolved into a fundamental
research direction for intelligent RS analysis [26].

1) Early Shallow Fusion Stage: Early multimodal RS
methods mainly relied on handcrafted features and shallow
fusion strategies, where different modalities were combined
at the pixel, feature, or decision levels [27], [28]. Tradi-
tional RS analysis heavily depended on manually designed
texture, shape, and spectral priors to characterize heteroge-
neous observations. Beyond handcrafted feature extraction,
traditional hyperspectral image processing further explored
spectral information exploitation through techniques such as
image compression and spectral unmixing, aiming to improve
data representation and reveal intrinsic spectral character-
istics of hyperspectral imagery [29], [30]. Representative
handcrafted descriptors include SIFT [31], HOG [32], LBP
[33], and spectral indices [34]. Although these methods
improve multimodal information utilization to some extent,
they implicitly assume that heterogeneous modalities can be
directly projected into compatible feature spaces through shal-
low aggregation. However, substantial differences in sensing
mechanisms, statistical distributions, and semantic character-
istics among heterogeneous modalities often lead to severe
modality gaps and inconsistent cross-modal semantics in
RS scenarios [21]. Consequently, shallow fusion methods
generally suffer from limited semantic interpretability, weak
robustness to modality-specific noise, and poor generalization
capability across complex RS environments.

5637018

The limitations of shallow fusion methods in modeling
structured multimodal interaction have driven the development
of deep learning-based architectures for more effective contex-
tual understanding.

2) CNN-Based Multimodal Interaction Paradigms: In the
early deep learning era, convolutional neural network (CNN)-
based fusion networks became the dominant paradigm for
multimodal RS analysis by replacing handcrafted features
with automatically learned hierarchical features. Representa-
tive architectures typically adopted dual-stream or multibranch
CNN structures to extract modality-specific features, followed
by multimodal interaction through feature concatenation,
attention weighting, or multiscale aggregation mechanisms
[35]. For example, Guo et al. proposed a CNN-based spatial
feature fusion framework for hyperspectral image classifica-
tion [36], while Feng et al. developed ICIF-Net to model
intrascale cross-modal interaction and interscale feature fusion
for complex RS scenes [37].

Compared with shallow fusion methods, CNN-based archi-
tectures significantly improve local contextual perception and
multimodal interaction through hierarchical feature extraction.
However, due to the localized nature of convolutional opera-
tions, these methods mainly capture short-range neighborhood
dependencies and struggle to model long-range spatial inter-
action in large-scale RS scenes [38]. Moreover, semantic
interaction is typically performed through implicit fusion
modules without explicitly constraining structured cross-modal
consistency across heterogeneous modalities.

The limitations of CNN-based methods in modeling global
contextual interaction have further motivated the introduction
of Transformer-based architectures.

3) Transformer-Based Multimodal Interaction Paradigms:
Transformer-based architectures introduce self-attention mech-
anisms to model long-range dependencies and global con-
textual interaction across heterogeneous modalities. Repre-
sentative models such as ViT [39] and Swin Transformer
[40] significantly improve global contextual modeling and
multimodal interaction in RS scenarios. Building upon these
architectures, recent studies further extend Transformer-based
frameworks toward multimodal RS understanding through
large-scale contextual modeling and cross-modal attention
mechanisms, while hybrid CNN-Transformer architectures are
also explored to jointly capture local spatial details and global
semantic dependencies [41].

However, despite their stronger global modeling capability,
most existing Transformer-based methods still mainly rely
on implicit feature interaction and coarse feature-level fusion
without explicitly modeling hierarchical semantic structures
or structured cross-modal consistency under heterogeneous
sensing conditions. Consequently, consistent semantic interac-
tion across multiple spatial granularities remains insufficiently
explored in complex RS scenarios.

These limitations have recently driven the development of
scalable multimodal foundation paradigms for more general-
ized RS understanding.

4) Recent Multimodal Foundation Paradigms: Building
upon Transformer architectures and large-scale self-supervised
learning, recent research has gradually shifted toward scalable
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multimodal foundation paradigms for increasingly large-scale
and heterogeneous RS data [25]. Multimodal self-supervised
learning enables transferable semantic interaction across
heterogeneous sensing modalities by leveraging large-scale
unlabeled RS data [23]. Representative studies further incorpo-
rate geospatial relations, contrastive learning, and multimodal
semantic interaction into self-supervised RS frameworks [42],
[43].

Recent RS foundation models further improve multimodal
understanding capability through large-scale Earth observation
pretraining, while semantic reasoning and semantic recon-
struction mechanisms are increasingly introduced to strengthen
multimodal interaction and contextual consistency [44], [45],
[46], [47].

Nevertheless, most existing methods still rely on implicit
feature interaction and coarse feature-level fusion with-
out explicitly modeling hierarchical semantic correspondence
across heterogeneous modalities [48]. Consequently, robust
multimodal understanding across multiple spatial granularities
remains insufficiently explored, particularly under extreme
scale variation and spatially distributed semantics. These chal-
lenges have motivated the development of more adaptive and
structured multimodal interaction paradigms for RS under-
standing.

B. Vision-Language Modeling for RS

Vision-language modeling has emerged as a dominant
paradigm for unifying visual perception and natural lan-
guage understanding through aligned visual-textual represen-
tations. In natural image domains, large-scale VLMs such
as contrastive language-image pre-training (CLIP), founda-
tional language and vision alignment (FLAVA), and CoCa
demonstrate that pretraining on web-scale image—text data
can produce highly transferable multimodal representations,
enabling strong performance in image captioning, visual ques-
tion answering, and cross-modal retrieval [12], [49], [50]. Such
success largely benefits from the intrinsic characteristics of
natural images, where semantic concepts are typically object-
centric, spatially compact, and strongly correlated with textual
descriptions.

1) General VLM Paradigm and Downstream Exten-
sion: Driven by the increasing demand for intelligent RS
interpretation, recent studies have gradually extended gen-
eral vision—language paradigms toward RS scenarios [7].
Unlike conventional visual recognition tasks that mainly
focus on category-level recognition, RS-oriented VLMs
require joint understanding of complex spatial layouts,
structural relationships, and contextual scene information
for downstream multimodal reasoning tasks [51]. Con-
sequently, RS VLMs have been increasingly applied to
image captioning, visual grounding, and multimodal reasoning
tasks [52].

Recent RS-oriented VLM frameworks further enhance
multimodal interaction by incorporating geospatial ground-
ing, large-scale domain-adaptive pretraining, and RS struc-
tural priors into vision—language architectures. Representa-
tive examples such as GeoChat and remote sensing GPT
(RSGPT) demonstrate the feasibility of adapting large-scale
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vision—language models to complex RS scenarios through
grounded semantic interaction and domain-specific multi-
modal pretraining [13], [53], [54]. The rapid emergence of
these RS-oriented VLM frameworks has also driven increasing
efforts toward systematic reviews of datasets, architectures,
and multimodal reasoning paradigms for RS vision-language
modeling [15], [25].

2) Paradigm Mismatch Between Conventional VLMs and
RS Imagery: Despite their promising capability, conventional
VLMs are primarily developed under natural-image assump-
tions, where visual semantics are usually concentrated on a
few salient foreground objects with relatively compact spatial
distributions. However, such assumptions are fundamentally
violated in RS scenarios due to the intrinsic properties of RS
imagery.

Unlike natural images, RS scenes exhibit extreme scale
variation, where large homogeneous land-cover regions coex-
ist with small but visually critical objects, making uniform
feature extraction pipelines ineffective for simultaneously pre-
serving global contextual information and fine-grained local
details [18]. Moreover, semantic information in RS imagery
is inherently spatially distributed, where meaningful scene
understanding often depends on complex interactions among
multiple regions rather than isolated object-centric seman-
tics [55]. In addition, the correspondence between visual
patterns and textual descriptions is frequently weak and
implicitly correlated, further increasing the difficulty of precise
visual-textual interaction and semantic correspondence mod-

eling [56].
Consequently, directly transferring conventional VLM
paradigms to RS scenarios often leads to insufficient

visual—textual correspondence and unstable multimodal inter-
action under complex spatial distributions. These limitations
reveal a fundamental mismatch between resolution-dependent
visual encoding and hierarchically distributed RS semantics.

3) Limitations of Existing RS VLM Methods: To alle-
viate the above challenges, existing RS VLM approaches
mainly focus on enhancing visual representation capability
and improving multimodal interaction mechanisms [25]. Nev-
ertheless, most existing methods still rely on fixed-resolution
visual encoding pipelines and single-level global interaction
strategies, which are inherently incompatible with the hierar-
chical semantic structures and multiscale spatial characteristics
of RS scenes [57]. Fixed-resolution visual encoding often
introduces a trade-off between computational efficiency and
fine-grained detail preservation, while global-only interaction
mechanisms fail to explicitly model semantic correspondence
across different spatial granularities [22].

Moreover, semantic interaction in most existing RS VLMs
is predominantly performed at a single semantic granular-
ity, making it difficult to establish consistent correspondence
across object-level, regional-level, and scene-level seman-
tics. Consequently, current RS VLMs struggle to simul-
taneously preserve local fine-grained details and maintain
globally coherent contextual understanding, resulting in sub-
optimal multimodal interaction performance under complex
RS scenarios.
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Fig. 2. Overview of the Proposed RAH-VLA Framework for Multimodal RS Interpretation. DRIS combines low-resolution global perception and high-resolution
local refinement for adaptive resource allocation. MS-VLAM performs hierarchical cross-modal alignment at object, region, and global levels. The framework

is jointly optimized by hierarchical alignment loss.

These  observations  suggest that effective RS
vision—language modeling requires moving beyond fixed-
resolution encoding and coarse global interaction toward
more adaptive and structured multimodal semantic modeling
paradigms, which remain insufficiently explored in existing
research. These limitations motivate the development
of RAH-VLA, which provides a unified framework for
jointly modeling resolution-adaptive visual perception
and hierarchical vision—-language semantic alignment in
multimodal RS understanding.

III. METHOD
A. Overview of the Proposed Framework

This study proposes RAH-VLA, a resolution-adaptive hier-
archical vision-language alignment framework for multimodal
RS understanding, as illustrated in Fig. 2. The framework is
designed to address two key challenges in RS vision—language
modeling: scale inconsistency caused by fixed-resolution
visual processing, and semantic mismatch caused by single-
level vision-language alignment. For ease of reference, the
major mathematical symbols and variables used throughout
this section are summarized in Nomenclature.

As shown in the figure, the framework consists of two
closely coupled core mechanisms, which implement the four
basic components of a typical vision—language model: the
DRIS serves as the visual encoder, and the MS-VLAM inte-
grates the connector, text encoder, and alignment functions.

Given an RS image and its corresponding textual prompt,
the DRIS visual encoder first processes the image in a
coarse-to-fine manner: it performs low-resolution global per-
ception to estimate regional saliency, selects semantically

important regions for high-resolution refinement, and then
generates resolution-adaptive visual representations through
cross-resolution feature fusion. Meanwhile, the text prompt
is embedded into semantic vectors by the text encoder. The
connector module (implemented within MS-VLAM) maps
visual features into a language-compatible space, enabling
the framework to perform hierarchical cross-modal alignment
at object-level, region-level, and global-level granularities.
Finally, the aligned vision—language representations are fed
into the large language model (LLM) to support downstream
multimodal understanding tasks.

B. Relationship Between DRIS and MS-VLAM

Unlike conventional vision—-language pipelines, where adap-
tive visual processing and cross-modal alignment are opti-
mized independently, the proposed RAH-VLA establishes a
unified framework that tightly couples the DRIS and the
MS-VLAM. The motivation behind this design is that RS
images simultaneously exhibit large-scale scene diversity
and fine-grained object variations, making efficient visual
perception and hierarchical semantic alignment inherently
interdependent rather than isolated optimization objectives.

To better illustrate this design philosophy, Table I compares
representative vision—language frameworks with the proposed
RAH-VLA. Existing adaptive visual processing approaches,
such as DynamicViT and Token Merging, primarily improve
computational efficiency through token selection or adap-
tive computation while lacking explicit cross-modal semantic
modeling. In contrast, representative RS vision—-language
models, including GeoChat and RSGPT, generally rely on
fixed-resolution visual representations and perform semantic
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TABLE I

COMPARISON OF REPRESENTATIVE VISION—-LANGUAGE FRAMEWORKS IN TERMS OF ADAPTIVE VISUAL PERCEPTION,
SEMANTIC ALIGNMENT, AND OPTIMIZATION STRATEGY

Design Aspect

DynamicViT  Token
Merging

GeoChat RSGPT RAH-VLA

Adaptive Resolution
Token Selection
Object-level Alignment
Region-level Alignment
Global-level Alignment
Joint Optimization

X X X X N X

X X X X N X
X N X X X X
X N X X X X
SNENENENENEN

alignment mainly at the global level. Consequently, adaptive
visual perception and hierarchical vision—language alignment
are usually designed and optimized as separate components.

The proposed framework bridges this gap by enabling
mutual interaction between DRIS and MS-VLAM. Specif-
ically, DRIS is not merely introduced to reduce computa-
tional redundancy. By allocating high-resolution computation
to semantically informative regions while preserving low-
resolution global context, DRIS generates resolution-adaptive
multiscale visual representations with enhanced object bound-
aries, richer regional structures, and more coherent scene-level
semantics. These structured representations provide infor-
mative visual inputs for subsequent hierarchical semantic
alignment.

Building upon these adaptive visual representations, MS-
VLAM establishes semantic correspondence at the object-,
region-, and global-levels through hierarchical cross-modal
supervision. Rather than treating visual encoding and seman-
tic alignment as two independent stages, the hierarchical
alignment objective continuously refines the visual representa-
tions produced by DRIS during training. Consequently, DRIS
improves the quality of visual features for semantic alignment,
whereas MS-VLAM further enhances their semantic consis-
tency through multilevel supervision.

The two modules are jointly optimized in an end-to-end
manner, allowing adaptive visual perception and hierarchical
semantic alignment to mutually reinforce each other through-
out the learning process. This unified optimization strategy
enables the proposed framework to simultaneously improve
computational efficiency, preserve fine-grained visual details,
and achieve more consistent cross-modal semantic understand-
ing for multimodal RS tasks.

C. Dynamic Resolution Input Strategy

RS images usually cover large spatial areas and contain
complex land-cover structures. Directly using fixed high-
resolution inputs leads to excessive graphics processing unit
(GPU) memory consumption and computational cost, whereas
fixed low-resolution inputs may lose small objects, boundary
information, and texture details. Consequently, existing fixed-
resolution processing strategies often suffer from an inherent
trade-off between computational efficiency and fine-grained
semantic perception.

To address this limitation, we propose a DRIS, which
dynamically allocates computational resources according to
scene complexity and semantic importance. As illustrated

in Fig. 3, DRIS adopts a coarse-to-fine resolution allo-
cation paradigm. Specifically, a low-resolution branch is
first employed to obtain global scene understanding and
estimate regional saliency. Subsequently, semantically impor-
tant regions are selected for high-resolution refinement,
and cross-resolution feature fusion is performed to generate
resolution-adaptive visual representations.
The dynamic resolution allocation function is defined as

Rhigh’ if s(x,y) =1

R(x,y) =
R10W9

(D

otherwise

where R(x,y) denotes the resolution mode assigned to spa-
tial position (x,y); Rhign and Rjoy denote the high-resolution
and low-resolution processing modes, respectively; s(x,y)
denotes the regional significance score estimated from the
low-resolution global analysis; and 7 is the threshold used
to determine whether a region should be processed at high
resolution. When s(x,y) > 7, the corresponding region is
regarded as semantically salient or structurally complex and
is processed using Rpign; otherwise, it is processed using Riow.

To make the resolution allocation adaptive to different RS
scenes, the threshold 7 is further defined as

T=ps+ A0y (2

where ug; and o; denote the mean and standard deviation
of the saliency scores in the coarse-resolution attention map,
respectively, and A is a sensitivity coefficient controlling the
strictness of high-resolution region selection. A larger A selects
fewer but more salient regions, while a smaller A allows more
regions to enter the high-resolution branch. In all experiments,
A is set to 1.0 unless otherwise stated. This adaptive threshold
design enables DRIS to dynamically adjust resolution alloca-
tion according to scene complexity.

In practice, the adaptive threshold first identifies candidate
salient regions according to scene-dependent saliency statis-
tics. To maintain a fixed computational budget across different
scenes, a Top-k selection strategy is subsequently applied to
the candidate set, and the k highest-scoring regions are selected
for high-resolution refinement. Therefore, the adaptive thresh-
old is responsible for candidate region generation, whereas
the Top-k operation determines the final regions of interests
(ROIs) used for local detail extraction. In all experiments, k
is fixed to 5 to ensure consistent computational complexity,
stable training behavior, and fair comparison across different
evaluation settings.
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Fig. 3. Illustration of the Proposed DRIS. The DRIS adopts a coarse-to-fine, resolution-adaptive paradigm. It first captures global context via low-resolution
perception and generates saliency maps for ROI selection. Then, selected regions are refined at high resolution to preserve fine details. Cross-resolution feature
fusion finally produces resolution-adaptive representations balancing semantic fidelity and computational efficiency.

The mechanism first performs low-resolution processing on
a large-format RS image to obtain global scene understanding,
coarse localization, and regional saliency estimation. If the
downsampling factor is n, the computational complexity of
low-resolution global processing is approximately 1/n? of full-
resolution processing. Subsequently, high-resolution image
blocks are extracted only from selected ROIs, enabling fine-
grained analysis of small targets, boundary structures, and
complex textures.

To integrate features from different resolutions, a multires-
olution feature fusion strategy is adopted. Let F o, denote
the low-resolution feature map extracted from the global view,
and let Fy,. denote the high-resolution localized feature map
extracted from selected ROIs. The initial fusion process can
be expressed as

Frused = Upsample (Feoarse) + CTOP (Ffine, ) €))

where Fyyeq denotes the fused multiresolution feature map;
Q denotes the spatial range of the selected ROI; Upsample(-)
denotes the operation that resizes the coarse feature map to
match the target spatial scale; and Crop(-,€2) denotes the
operation that extracts the high-resolution localized feature
region corresponding to Q. This operation aims to combine
global contextual information from the low-resolution branch
with fine-grained structural details from the high-resolution
branch.

However, Foarse and Figpe originate from different resolu-
tions and receptive fields, and therefore may exhibit different
statistical distributions. Directly adding them may introduce
feature inconsistency across scales. To address this issue, both
feature maps are first projected into a shared latent space and
normalized before fusion

Feoarse = LN (W, Feourse) » Fﬁne =LN (WfFﬁne) 4

where Fouse and Fp,e denote the normalized coarse and fine
feature maps after projection; W, and Wy are learnable pro-
jection matrices for coarse and fine features, respectively; and
LN(:) denotes layer normalization. The final aligned feature
fusion is then formulated as

Fysea = Upsample (Fcoarse) + Crop (Fﬁne’ Q) . )]

Before fusion, the projected coarse- and fine-resolution
features are resized to the same spatial and channel dimen-
sions, ensuring compatibility for cross-resolution aggregation.
This design can be interpreted as a projection-based cross-
resolution feature alignment process. By mapping coarse and
fine features into a shared latent space before fusion, the model
preserves global semantic context from low-resolution inputs
while incorporating fine-grained details from high-resolution
regions, thereby alleviating semantic discontinuity caused by
direct cross-scale aggregation.

Furthermore, the projection layers implicitly learn a scale-
invariant embedding space, in which features from different
resolutions are aligned according to semantic similarity rather
than spatial scale. This enables the fused representation to
maintain semantic consistency while integrating multiscale
information, thus mitigating potential discontinuities caused
by heterogeneous receptive fields.

For ROI selection, an attention heatmap is generated in the
low-resolution branch

Pror = Topk (GaussianBlur (Acoarse) 5 k) (6)

w

where Pro; denotes the selected ROI set; Acoarse € R %
denotes the coarse attention heatmap generated from the
low-resolution representation; H and W denote the height and
width of the original image; n denotes the downsampling
factor; GaussianBlur(-) denotes the smoothing operation used
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Fig. 4. Overview of the Proposed MS-VLAM. MS-VLAM performs hierarchical cross-modal alignment between multiscale visual representations and
multigranularity textual semantics. Object-, region-, and global-level representations are aligned within a shared vision—language latent space under hierarchical
semantic constraints. The resulting alignment objective jointly optimizes semantic consistency and caption generation.

to suppress noisy responses and preserve stable salient regions;
and Topk(-, k) selects the top-k regions with the highest
response values as candidate ROIs. The Gaussian smoothing
parameter o controls the trade-off between noise suppression
and boundary preservation.

Through this design, DRIS reduces redundant compu-
tation and improves inference efficiency while preserving
fine-grained visual details. More importantly, the resolution-
adaptive features generated by DRIS provide structured visual
inputs for the subsequent MS-VLAM alignment mechanism.
Therefore, DRIS is not merely an efficiency-oriented pre-
processing strategy, but also a representation mechanism
that supports hierarchical vision-language alignment. More
importantly, the enhanced object-aware and region-aware
representations generated by DRIS directly provide reliable
multiscale visual cues for the subsequent MS-VLAM, facil-
itating more accurate hierarchical semantic alignment across
different spatial granularities.

D. Multiscale Vision—Language Alignment Mechanism

Building upon the resolution-adaptive visual represen-
tations generated by DRIS, MS-VLAM further organizes
these adaptive features into object-level, region-level, and
global-level semantic representations. Since the informative
regions have already been selectively enhanced by DRIS,
hierarchical alignment can focus on semantically important
structures rather than redundant background information,
resulting in more effective cross-modal correspondence.
Existing vision—-language models mainly rely on global or
single-scale alignment strategies, which often match an entire
image with a sentence-level representation. Such a design

is insufficient for RS imagery, where semantic information
is inherently distributed across multiple spatial granularities,
ranging from individual objects and local regions to holistic
scene semantics. Consequently, semantic mismatch may occur
when object-level details, regional context, and global scene
understanding need to be jointly modeled.

To address this limitation, we propose an MS-VLAM, which
explicitly performs hierarchical cross-modal alignment across
multiple semantic levels. As illustrated in Fig. 4, MS-VLAM
decomposes vision—language interaction into object-level,
region-level, and global-level semantic spaces, enabling struc-
tured semantic correspondence between resolution-adaptive
visual representations and textual semantics at different
granularities.

The object-level alignment focuses on fine-grained enti-
ties such as buildings, aircraft, vehicles, ships, and roads.
The region-level alignment models local spatial contexts and
interactions among objects, such as roads adjacent to water
bodies or buildings surrounded by vegetation. The global-
level alignment captures holistic scene semantics, such as
airports, ports, residential areas, or agricultural regions. By
jointly optimizing these three levels, MS-VLAM improves
fine-grained semantic correspondence while preserving global
contextual coherence.

Concretely, the framework first extracts salient object rep-
resentations from region proposals generated by the visual
encoder and Rol pooling, then aligns them with entity-level
textual features. Meanwhile, semantic masks or segmented
regions are used to generate region-level visual features, which
are matched with phrase-level textual embeddings. Finally,
global visual representations are derived using spatial pyra-
mid pooling (SPP) and aligned with sentence-level textual
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representations. The three alignment losses are then combined
to support robust caption generation, visual grounding, and
multimodal reasoning.

1) Object-Level Alignment Loss: At the object level, visual
features are extracted from the pth candidate object region
identified from the visual feature map through region proposal
generation and Rol pooling. The visual feature vector of the
pth object is defined as

4y = # (Rel (V.B,) o
where V denotes the overall visual feature map of the input
image; B, denotes the bounding box of the pth candidate
object; Rol(-) denotes Rol pooling or RolAlign, which extracts
local visual features from V according to B,; and f,(-) denotes
a visual projection function, such as a fully connected layer or
linear transformation, that maps Rol features into the shared
alignment space.

The corresponding text entity feature is defined as

o = fi () (8)

where e, denotes the textual representation of the correspond-
ing entity, such as an object category label or descriptive
phrase, and f;(-) denotes the text projection function that maps
entity-level text features into the same alignment space as
visual object features.

The semantic similarity between visual and textual features
is measured using cosine similarity

u'v

cos(u,v) =

€))

(luallivi]

where u'v denotes the inner product between vectors u and
v, and ||u|| and ||v|]| denote their Euclidean norms.
Considering that object localization quality affects align-
ment reliability, an IoU-based dynamic weighting strategy is
introduced. The object-level alignment loss is formulated as

P
1 ® P
Loj=1-7 21: wy -cos (V). o) (10)
p=

where P denotes the number of object instances; fo{)}

og‘g denote the visual and textual features of the pth object,
respectively; and w, denotes the localization-aware weight
assigned to this object.

The weight w,, is computed as

and

Y IoU (B,,B,) an
p = ~
25:1 loU (B,.B,)

where B,, denotes the predicted bounding box of the pth
object, B,, denotes the corresponding reference bounding box,
and IoU(-) denotes the intersection-over-union metric. This
weighting strategy strengthens the contribution of accurately
localized objects and improves the stability of fine-grained
semantic alignment.
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2) Region-Level Alignment Loss: At the region level,
semantic masks or segmented regions generated by segment
anything model (SAM) or comparable segmentation models
are used as candidate regions {Rk}llle, where K denotes the
number of regions. Each region undergoes masked pooling or
masked Rol operation to obtain the region-level visual feature
vi. On the textual side, a phrase extractor generates phrase
candidates {tj}jl‘i 1» where M denotes the number of textual
phrases. Each phrase is mapped into a phrase-level embedding

p; = PhraseEmbed (t j) (12)

where p; denotes the embedding of the jth phrase, and
PhraseEmbed(-) denotes the phrase embedding function.

Since the correspondence between regions and phrases is
often one-to-many or many-to-one, direct one-to-one hard
matching may not be robust. Therefore, we combine hard
region—phrase matching and contrastive soft matching. The
hard matching loss is defined as

1 K
S 3T SR

k=1
where (k) denotes the phrase index assigned to the kth visual
region.

For contrastive region—phrase alignment, the similarity score
between the kth region and the jth phrase is computed as

™.
_ Vi Pj

sy = (14)

where s;; denotes the similarity score, and 7. > 0 denotes
the temperature parameter for contrastive learning. Here, 7, is
used to distinguish it from the DRIS threshold 7 in (1).

The InfoNCE-based region-level loss is defined as

K
1 exp (Sk y(k))

£ - Y og Sl

K k=1 Zj:l eXp (skj)

where y(k) denotes the positive phrase index corresponding to

the kth region.
The final region-level alignment loss is

15)

Lreg = L' + (1 - ) LIS®, € [0,1] (16)

where u controls the balance between hard matching and
contrastive soft matching. This formulation enables the model
to capture region—phrase relationships and multiobject inter-
actions more robustly.

3) Global-Level Alignment Loss: At the global level, the
overall scene representation is obtained by applying SPP to
the visual feature map V

g =SPP(V) 17)

where g denotes the global visual vector, and SPP(:) denotes
the SPP operation. In practice, SPP aggregates features using
multiple pooling scales, such as 1 x 1,2 x 2,and 4 x 4,
to capture scene-level context at different spatial granularities.

The corresponding textual representation is the sentence-
level vector fcrs), which is obtained from the classification
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token (CLS) or an equivalent global textual embedding. The
global-level alignment loss is defined as

Lgiob = 1 = cos (g, ficLs)) (18)

where Lgo, measures the semantic discrepancy between the
global visual context and sentence-level textual semantics.
Layer normalization and L2 normalization are applied before
computing similarity to improve numerical stability.

The overall hierarchical alignment objective is formulated
as

‘Calign = (Zﬁobj +ﬂ£reg + ’)/‘Cglob (19)

where @, 3, and y are nonnegative weights controlling the
contributions of object-level, region-level, and global-level
alignment losses, respectively. In all experiments, a, 8, and
v are treated as learnable parameters and optimized jointly
with the model. To ensure stable optimization and balanced
contributions from different semantic levels, the weights are
normalized through a softmax operation, satisfying

a+p+y=1

This design improves training stability while enabling adaptive
weighting across object-level, region-level, and global-level
alignment objectives.

E. Caption Generation Loss and Optimization

To jointly optimize semantic alignment and language gen-
eration, the hierarchical alignment loss is combined with the
caption generation loss. Given a ground-truth caption sequence
(x1, x2,...,xr), the caption generation loss is defined as

T
Ecaption = Z 1Og P (x; |V, X<t)

t=1

(20)

where T denotes the length of the caption sequence; x; denotes
the rth token; x., denotes all previously generated tokens
before time step #; V denotes the visual representation used
by the decoder; and Py () denotes the probability predicted by
the language model.

The final training objective is

L= Ecaption + 6£align 2D

where 6 > 0 is a balancing coefficient that controls the con-
tribution of hierarchical alignment to the overall optimization
objective.

This joint objective enables the model to jointly opti-
mize language generation and multilevel vision-language
alignment, leading to semantically consistent multimodal RS
understanding. As a result, the learned representation is both
resolution-adaptive and semantically consistent across object,
region, and global levels.

IV. DATASET DESCRIPTION

RS vision—language benchmarks provide the basis for train-
ing and evaluating multimodal RS understanding models. In
this work, the proposed framework is trained on the large-scale
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multitask benchmark RS-GPT4V [53], which provides instruc-
tion following supervision across diverse RS vision-language
tasks.

RS-GPT4V is a large-scale instruction-based RS
vision—language benchmark containing 91937 training
images with 991206 instruction—answer pairs and 15999
test images with 258419 instruction—answer pairs. The
benchmark supports a variety of RS understanding tasks,
including image captioning, visual question answering,
detailed scene description, local-region description, and
multiturn conversation.

Compared with traditional single-task datasets, RS-GPT4V
provides.

1) Large-Scale Data Distribution, which supports robust
learning of resolution-adaptive visual perception in
DRIS.

2) Multilevel Semantic Supervision, which aligns well with
the hierarchical design of MS-VLAM.

3) Multitask Learning Capability, which improves multi-
modal understanding and generalization performance.

To ensure fair and direct comparison with existing methods,
image captioning performance is evaluated on the official
test splits of four widely used benchmark datasets, including
remote sensing image caption dataset (RSICD), Northwestern
Polytechnical University Captions (NWPU-Captions), Univer-
sity of California, Merced Captions (UCM-Captions), and
Sydney-Captions.

For visual grounding evaluation, we adopt the official test
split of DIOR-based remote sensing visual grounding dataset
(DIOR-RSVG), which provides fine-grained region—text cor-
respondence annotations for cross-modal localization assess-
ment.

To further investigate the cross-modality generalization
capability of the proposed framework, we additionally employ
the recently released HyperCap benchmark [58]. HyperCap
is a hyperspectral image captioning benchmark constructed
from four representative hyperspectral RS datasets, namely
Indian Pines, Botswana, Houstonl3, and Kennedy Space Cen-
ter (KSC). These datasets cover a wide range of land-cover
categories, spectral characteristics, and scene complexities,
comprising 200, 145, 48, and 176 spectral bands with 16,
14, 7, and 13 land-cover classes, respectively. In total, the
benchmark contains 21237 image—text pairs, providing a
representative testbed for evaluating vision-language models
on hyperspectral RS imagery.

V. EXPERIMENTS
A. Experimental Setup

1) Datasets: To comprehensively evaluate the pro-
posed framework, experiments are conducted on multiple
widely used RS vision—language benchmarks. Specifically,
RS-GPT4V is adopted for model training, while image cap-
tioning performance is evaluated on four standard benchmark
datasets, including RSICD, NWPU-Captions, UCM-Captions,
and Sydney-Captions. For visual grounding, the DIOR-RSVG
benchmark is employed to assess fine-grained cross-modal
localization capability. In addition, the recently released
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HyperCap benchmark is utilized for hyperspectral image cap-
tioning evaluation to further investigate the cross-modality
generalization capability of the proposed framework. Fur-
thermore, qualitative visualization analyses are conducted on
both optical and hyperspectral RS imagery to investigate the
effectiveness and interpretability of the proposed DRIS and
MS-VLAM mechanisms. These datasets cover diverse scene
types, sensing characteristics, spatial resolutions, and semantic
complexities, enabling comprehensive evaluation of image
captioning, visual grounding, multimodal reasoning, and cross-
modality generalization capability.

2) Implementation Details: The proposed framework is
implemented in PyTorch with compute unified device archi-
tecture (CUDA) acceleration and mixed-precision (bfloatl6)
training. All experiments are conducted on an NVIDIA A800
GPU with 80GB memory. The AdamW optimizer is adopted
with an initial learning rate of 3 x 107*. During training, a
warm-up schedule of 100 steps is applied, followed by a linear
learning-rate decay strategy.

The framework is built upon the GeoChat architecture. CLIP
ViT-L/14 is employed as the vision encoder, while vicuna-7b-
v1.5 serves as the language decoder. To stabilize the initial
cross-modal semantic space, a small subset (1%) of the COCO
dataset is used for image—text prealignment. This stage is not
task-specific and can be replaced by other image—text datasets
without affecting the overall framework design.

For reproducibility, we summarize the implementation
details of the proposed framework in Algorithm 1. The DRIS
module follows a token-level coarse-to-fine visual encoding
paradigm. Given an input image, a low-resolution version
is first generated at 224 x 224 resolution. This low-
resolution image is then upsampled via bilinear interpolation
to 504 x 504 to construct a coarse branch aligned with the
high-resolution scale. Both the original high-resolution image
and the interpolated coarse image are processed by a shared
CLIP vision encoder, producing two sets of visual tokens.

The saliency score of each visual token is computed as the
L2 norm of its corresponding high-resolution feature. The top-
K, tokens with the highest saliency scores are selected as
informative regions. A binary token mask is constructed to
fuse coarse and high-resolution tokens, where selected tokens
retain high-resolution features while the remaining tokens are
replaced by coarse features. This design eliminates the need
for external object detectors or bounding box annotations.

For MS-VLAM, hierarchical multiscale fusion is performed
over the DRIS-enhanced tokens. Specifically, local token-level
features are first projected into the LLM embedding space.
Region-level features are obtained by selecting the top-K,,
tokens based on feature norms and aggregating them via mean
pooling, while global-level features are computed using global
mean pooling over all tokens. The final visual representation is
obtained via fixed-weight fusion of object-level, region-level,
and global-level features, controlled by «, 3, and y.

During training, the fused multiscale visual representation is
inserted into the LLM input sequence. The model is optimized
using only the caption generation loss. Only LoRA parameters
and lightweight non-LoRA trainable modules are updated,
while the vision encoder and language model remain frozen.

5637018

Algorithm 1 DRIS-MS-VLAM LoRA Training Pipeline

Require: Training dataset D = {(/,T)}; vision encoder E,;
LLM M;; DRIS parameters (s, 55, Ky); fixed MS-VLAM
fusion weights a, 8,y

Ensure: Learned LoRA parameters Wy, and non-LoRA train-
able weights Wion-tora

1: Initialize M; with LoRA adapters

Initialize vision encoder E,

Integrate DRIS and MS-VLAM modules into the frame-

work

4: for each image—text pair (I,T) € D do

5: DRIS: Coarse-to-fine visual encoding

6: Generate low-resolution image I;,,, with size s; X s§;

7: Resize Ij,, to high-resolution size s, X s, to obtain
Icoarse

8: Extract coarse visual tokens Fj,,, < E,(Icoarse)

9: Extract high-resolution visual tokens Fjg, < E, (1)

10: Compute saliency scores §; < ||Fpign,jll2

11: Select Top-K, salient tokens

12: Construct token-level mask m;

13: Fuse DRIS visual tokens Fgs; < (1 — mj)Fpy; +

MiFhighj
14: MS-VLAM: Hierarchical multiscale fusion
15: Compute local token features Hi,cqi <= LN(Wioeai Faris)
16: Select Top-K,, region tokens

17: Compute region feature H,,, by mean pooling
18: Compute global feature Hgjopq by mean pooling
19: Fuse multilevel features:

20: Himg — aHlocul +ﬂHreg + yHglobal
21: Insert Hj,, into LLM input sequence

22: Compute caption 108S Leaprion
23: Update Wiy, and Wioniora
24: end for

25: return Wig,, Wion-tora

3) Comparison Protocol: Since existing RS
vision—language models are developed with different
visual encoders, language decoders, and parameter tuning
strategies, achieving completely identical experimental
settings across all compared methods is generally infeasible.
Therefore, all quantitative comparisons in this work follow
the official benchmark protocols reported in the corresponding
publications. Specifically, all methods are evaluated on the
official benchmark datasets using the standard test splits and
widely adopted evaluation metrics without modifying the
original evaluation procedures.

For the proposed RAH-VLA, the implementation is built
upon the GeoChat framework while preserving the origi-
nal benchmark evaluation protocol. The adaptive resolution
strategy introduced by DRIS is applied only during visual
feature extraction and does not alter the benchmark definition,
inference procedure, or evaluation metrics. Consequently, the
reported performance improvements originate from the pro-
posed DRIS and MS-VLAM modules rather than differences
in the evaluation protocol.

Whenever available, baseline results are reproduced from
the official implementations; otherwise, the officially reported

Authorized licensed use limited to: Rajshahi University Of Engineering and Technology. Downloaded on September 02,2026 at 12:15:38 UTC from IEEE Xplore. Restrictions apply.



5637018

IEEE TRANSACTIONS ON GEOSCIENCE AND REMOTE SENSING, VOL. 64, 2026

TABLE I
IMAGE CAPTIONING RESULTS ON NWPU-CAPTIONS, RSICD, UCM, AND SYDNEY DATASETS

Evaluation Dataset Method Visual Encoder  Text Decoder ~BLEU-1 BLEU-2 BLEU-3 BLEU-4 METEOR ROUGE-L CIDEr SPICE
MLCA-NET [59] VGGl6 LSTM 0.745 0.624 0.541 0.478 0.337 0.601 1.164 0.285

NWPU-Captions RS-CapRet [60] CLIP-Cap-4 LlamaV2 0.871 0.786 0.713 0.650 0.439 0.775 1.919 0.320
; RS-CapRetg,oquned [60] CLIP-Cap-4 LlamaV2 0.871 0.787 0.717 0.656 0.436 0.776 1.929 0.311
RAH-VLA(Ours) CLIP ViT-L/14  vicuna-7b-v1.5 0.889 0.812 0.748 0.689 0.458 0.791 2.061 0.334

MLCA-NET [59] VGGl6 LSTM 0.757 0.634 0.539 0.461 0.351 0.646 2.356 0.444

RSGPT [13] EVA-G Vicuna 0.703 0.542 0.440 0.368 0.301 0.533 1.029 NA

RSICD SkyEyeGPT [61] EVA-G LlamaV2-Chat 0.867 0.767 0.673 0.600 0.354 0.626 0.837 NA
RS-CapRet [60] CLIP-Cap-4 LlamaV2 0.741 0.622 0.529 0.455 0.376 0.649 2.605 0.484

RS-CapRetg; quneq [60] CLIP-Cap-4 LlamaV2 0.720 0.599 0.506 0.433 0.370 0.633 2.502 0.474
RAH-VLA(Ours) CLIP ViT-L/14  vicuna-7b-v1.5 0.772 0.662 0.578 0.505 0.392 0.672 2.781 0.501

MLCA-NET [59] VGG16 LSTM 0.826 0.770 0.717 0.668 0.435 0.772 3.240 0.473

RSGPT [13] EVA-G Vicuna 0.861 0.791 0.723 0.657 0.422 0.783 3.332 NA

ucM SkyEyeGPT [61] EVA-G LlamaV2-Chat 0.907 0.857 0.816 0.784 0.462 0.795 2.368 NA
RS-CapRet [60] CLIP-Cap-4 LlamaV2 0.833 0.760 0.699 0.645 0.447 0.786 3.429 0.525

RS-CapRetguneq [60] CLIP-Cap-4 LlamaV2 0.843 0.779 0.722 0.670 0.472 0.817 3.548 0.525
RAH-VLA(Ours) CLIP ViT-L/14  vicuna-7b-v1.5 0.918 0.868 0.829 0.798 0.489 0.832 3.701 0.547

MLCA-NET [59] VGGl6 LSTM 0.831 0.742 0.659 0.580 0.390 0.711 2.324 0.409

RSGPT [13] EVA-G Vicuna 0.823 0.753 0.686 0.622 0.414 0.748 2.731 NA

Sydne SkyEyeGPT [61] EVA-G LlamaV2-Chat 0919 0.856 0.809 0.774 0.466 0.777 1.811 NA
yaney RS-CapRet [60] CLIP-Cap-4 LlamaV2 0.782 0.688 0.611 0.545 0.383 0.704 2.390 0.423
RS-CapRetg quneq [60] CLIP-Cap-4 LlamaV2 0.787 0.700 0.628 0.564 0.388 0.707 2.392 0.434
RAH-VLA(Ours) CLIP ViT-L/14  vicuna-7b-v1.5 0.927 0.872 0.826 0.793 0.482 0.789 2.864 0.458

This table reports image captioning performance on four benchmark remote sensing datasets, including NWPU-Captions, RSICD, UCM-
Captions, and Sydney-Captions. Evaluation metrics include BLEU-1/2/3/4, METEOR, ROUGE-L, CIDEr, and SPICE, where higher values
indicate better performance. The proposed method consistently achieves the best or highly competitive results across different datasets and
evaluation metrics, demonstrating its effectiveness for remote sensing image captioning.

results from the corresponding publications are adopted under
the same benchmark settings. Although different baseline
methods are originally pretrained or fine-tuned using their
own training configurations, all quantitative comparisons are
performed on the same public benchmark datasets and official
evaluation splits. This protocol ensures that all comparisons
are conducted under comparable evaluation conditions and
provides a fair assessment of the proposed framework.

4) Evaluation Metrics: We adopt standard evaluation met-
rics for image captioning, including BLEU-1/2/3/4, metric for
evaluation of translation with explicit ordering (METEOR),
ROUGE-L, CIDEr, and semantic propositional image caption
evaluation (SPICE). For visual grounding tasks, Accu-
racy@0.5 is employed to evaluate localization performance.
For RS-GPT4V-Instruct evaluation, GPT-4V-based scores on
complex reasoning, detailed description, and overall perfor-
mance are reported. These metrics provide a comprehensive
assessment of caption quality, grounding accuracy, and high-
level cross-modal understanding capability.

B. Main Results

To comprehensively evaluate the effectiveness of the pro-
posed framework, we conduct experiments on three represen-
tative RS vision-language tasks, including image captioning,
visual grounding, and multimodal reasoning. Quantitative
comparisons are performed on multiple public benchmarks,
while GPT-4V-based evaluation is adopted to assess high-level
reasoning and descriptive capabilities. The results consistently
demonstrate the superiority of the proposed framework across
different tasks and evaluation settings.

1) Image Captioning Performance: As shown in Table II,
the proposed framework achieves the best overall perfor-
mance across all four benchmark datasets, including NWPU-
Captions, RSICD, UCM-Captions, and Sydney-Captions.

Specifically, on the NWPU-Captions benchmark, the pro-
posed method achieves a BLEU-4 score of 0.689 and a
CIDEr score of 2.061, outperforming the strongest baseline
RS-CapRetfinerunea by 5.0% and 6.8%, respectively. Similar
improvements are consistently observed on the remaining
datasets.

On the UCM-Captions benchmark, our method further
achieves a BLEU-4 score of 0.798 and a CIDEr score of 3.701,
achieving the best performance among all compared meth-
ods. Moreover, the proposed framework consistently obtains
the highest METEOR, ROUGE-L, and SPICE scores across
most evaluation settings, demonstrating superior capability in
generating accurate, semantically coherent, and context-aware
descriptions for RS imagery.

The consistent improvements across different datasets indi-
cate that the proposed framework effectively captures both
fine-grained visual details and global scene semantics. This
performance gain can be attributed to the complementary
effects of DRIS and MS-VLAM. Specifically, DRIS enhances
visual representation quality through resolution-adaptive pro-
cessing, enabling efficient perception of both large-scale scene
context and local details. Meanwhile, MS-VLAM strength-
ens hierarchical semantic correspondence across object-level,
region-level, and global-level representations, thereby improv-
ing cross-modal semantic consistency. Consequently, the
proposed framework achieves more effective vision—language
interaction and delivers substantial improvements in RS image
captioning performance.

2) Visual Grounding Performance: As shown in Table III,
the proposed framework achieves the best visual ground-
ing performance on the DIOR-RSVG dataset, obtaining an
Accuracy @0.5 score of 40.27. Compared with the strongest
baseline MoE-LoRA, which achieves an Accuracy@0.5 score
of 37.86, the proposed method improves localization accuracy
by 2.41 percentage points. More importantly, our framework
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TABLE III
PERFORMANCE OF MODELS ON DIOR-RSVG DATASET

Method

Accuracy@0.5

Qwen-vl-Chat
LLaVA-1.5
Full-FT

LoRA
MoE-LoRA
RAH-VLA(Ours)

25.05
9.52
36.31
33.15
37.86
40.27

This table presents the accuracy (Pr@0.5) of different models on the DIOR-RSVG dataset. The models are trained and tested using the standard
DIOR dataset split, with higher values indicating better performance. Our proposed method achieves the best performance, demonstrating

its effectiveness for remote sensing visual grounding.

TABLE IV
GPT-4V-BASED PERFORMANCE EVALUATION

Method Complex Reasoning & Conversation Detailed Description Overall Score
LLaVA-1.5 5.210 5.088 5.194
Qwen-vl-Chat 2.648 2.282 2.599
InternLM-XC2 5312 4.392 5.189
Full-FT 6.270 6.530 6.304
LoRA 6.061 6.374 6.103
MoE-LoRA 6.108 6.468 6.156
RAH-VLA(Ours) 6.512 6.781 6.574

This table reports the GPT-4V evaluation scores of various models on the RS-GPT4V-Instruct dataset, focusing on two core tasks: complex
reasoning & conversation, and detailed description. Scores range from 1 to 10, with higher values representing more accurate and high-quality
responses. The overall score is computed as a comprehensive evaluation metric. Our method consistently achieves the best performance across

all evaluation aspects.

substantially outperforms general multimodal models such as
Qwen-vl-Chat and LLaVA-1.5, demonstrating stronger adap-
tation capability to RS scenarios.

These results indicate that the proposed hierarchical
vision—language alignment strategy effectively improves
fine-grained spatial correspondence between textual expres-
sions and visual regions. In particular, the object-level and
region-level alignment mechanisms provide more accurate
localization cues, enabling the model to better identify and
ground RS objects under complex spatial distributions and
large-scale variations. The consistent improvement further
validates the effectiveness of combining DRIS and MS-VLAM
for RS visual grounding.

3) Cross-Modal Reasoning and Description
Performance: The GPT-4V-based evaluation results on the
RS-GPT4V-Instruct benchmark are summarized in Table IV.
The proposed framework achieves the best performance
across all evaluation dimensions, obtaining scores of 6.512
for complex reasoning and conversation, 6.781 for detailed
description, and 6.574 overall. Compared with the strongest
baseline Full-FT, the proposed method improves the overall
score from 6.304 to 6.574, demonstrating consistent gains in
both reasoning and descriptive capabilities.

These results indicate that the proposed framework is not
limited to conventional image captioning or visual grounding,
but also effectively enhances high-level cross-modal semantic
understanding and reasoning ability. The improvement can
be attributed to the complementary effects of DRIS and
MS-VLAM. DRIS improves the perception of informative
visual content through resolution-adaptive processing, while

MS-VLAM strengthens semantic interaction between visual
and textual modalities through hierarchical alignment at the
object, region, and global levels.

As a result, the proposed framework generates more accu-
rate, comprehensive, and semantically coherent descriptions
while demonstrating stronger reasoning capability in complex
RS scenarios. Overall, the results further validate the effective-
ness of RAH-VLA across captioning, grounding, and advanced
multimodal understanding tasks.

4) Generalization to Hyperspectral RS: To further eval-
uate the transferability of the proposed framework beyond
conventional optical RS imagery, we conduct a quantita-
tive cross-domain generalization study on the HyperCap
benchmark.

Table V summarizes the captioning results. Compared
with the original GeoChat backbone, the proposed frame-
work consistently improves all evaluation metrics across the
four hyperspectral datasets. Specifically, the overall BLEU-
1, METEOR, ROUGE-L, and CIDEr scores increase by
24.9%, 43.9%, 33.2%, and 149.8%, respectively. Particularly,
the CIDEr score is improved by more than 100% on every
individual dataset, with the largest gain reaching 190.9% on
the KSC dataset.

These consistent improvements demonstrate that the pro-
posed DRIS and MS-VLAM are not limited to optical RS
imagery, but can also generalize effectively to hyperspectral
image captioning. The results provide quantitative evidence
supporting the strong cross-domain generalization capability
of the proposed framework across heterogeneous sensing
modalities.
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TABLE V
GENERALIZATION PERFORMANCE ON THE HYPERCAP BENCHMARK

Dataset Method BLEU-11 METEOR? ROUGE-L1 CIDErt
Botswana GeoChat-7B 0.0245 0.0563 0.0332 0.0128
RAH-VLA (Ours) 0.0304 (124.3%) 0.0815 (144.7 %) 0.0433 (130.5%) 0.0370 (1188.1%)
Houston13 GeoChat-7B 0.0239 0.0572 0.0324 0.0146
RAH-VLA (Ours) 0.0339 (141.7%) 0.1028 (179.6%) 0.0515 (159.1%) 0.0383 (1162.7%)
Indian Pines GeoChat-7B 0.0263 0.0581 0.0341 0.0155

RAH-VLA (Ours)

0.0319 (121.3%)

0.0758 (130.4%)

0.0433 (127.0%)

0.0329 (1111.8%)

KSC GeoChat-7B 0.0087 0.0206 0.0123 0.0082
RAH-VLA (Ours) 0.0109 (125.0%) 0.0349 (169.3%) 0.0169 (137.8%) 0.0239 (1190.9%)
Overall GeoChat-7B 0.0214 0.0485 0.0284 0.0124

RAH-VLA (Ours)

0.0267 (124.9%)

0.0698 (143.9%)

0.0378 (133.2%)

0.0310 (1149.8%)

The values in parentheses denote the relative improvement over the GeoChat baseline. The proposed RAH-VLA consistently improves all
evaluation metrics across four representative hyperspectral datasets, demonstrating strong cross-modality generalization capability.

INPUT DRIS

MS-VLAM

Low-res Saliency Map

Original

(a)

(b)

(c)

@

Top-5 ROI Hierarchical Vision-Language Alignment

Fig. 5. Qualitative Visualization of the Proposed DRIS and MS-VLAM Mechanisms. For each representative RS scene, the figure shows the original image,

low-resolution global perception, saliency map, selected top-5 ROIs, and the ¢

orresponding hierarchical vision—language alignment results. Warmer colors in

the saliency maps indicate regions with higher semantic importance, while brighter colors in the alignment maps indicate stronger semantic correspondence

between visual regions and textual tokens. (a) Storage tank. (b) Parking lot-1.

C. Visualization Analysis

To further analyze the behavior and interpretability of
the proposed framework, we provide qualitative visualization
results on both optical RS imagery and hyperspectral RS
imagery.

1) DRIS Visualization: As shown in Fig. 5, the low-
resolution branch first captures global scene context and
generates saliency maps for region importance estimation. The
selected top-5 ROIs consistently concentrate on semantically
informative structures, such as storage tanks, parking areas,
and road intersections, while large homogeneous background
regions receive relatively low attention. This observation

(c) Parking lot-II. (d) Urban overpass.

demonstrates that DRIS can effectively allocate computa-
tional resources according to scene complexity and preserve
fine-grained semantic details through adaptive high-resolution
refinement. The visualization results further verify that the
proposed resolution-adaptive strategy successfully balances
global contextual perception and local detail preservation.

2) MS-VLAM Visualization: The alignment visualizations
in Fig. 5 further illustrate the effectiveness of MS-VLAM
in establishing hierarchical vision—language correspondence.
The region—token similarity maps show that semantically rel-
evant textual tokens consistently exhibit stronger responses to
informative visual regions, indicating successful cross-modal
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MS-VLAM

PCA RGB Composite Low-res

|
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Fig. 6.

Saliency Map

Top-5 ROI

Hierarchical Vision-Language Alignment

Hyperspectral Visualization of the Proposed DRIS and MS-VLAM Mechanisms. The figure presents qualitative results on four representative

hyperspectral datasets, including Indian Pines, Botswana, Houston13, and KSC. For each example, the figure shows the PCA-based red, green, and blue
(RGB) composite visualization, low-resolution global perception, saliency map, selected top-5 ROIs, and the corresponding hierarchical vision-language
alignment results. Warmer colors in the saliency maps indicate regions with higher semantic importance, while brighter colors in the alignment maps indicate
stronger semantic correspondence between visual regions and textual tokens. (a) Indian Pines soybean-notill. (b) Botswana firescar2. (c) Houston13 trees. (d)

KSC mud flats.

semantic matching. Moreover, consistent alignment patterns
can be observed across different scene categories, suggesting
that the learned vision—language correspondence is not depen-
dent on a specific scene type. These observations demonstrate
that the proposed hierarchical alignment mechanism effec-
tively captures semantic relationships between visual content
and textual descriptions across multiple semantic granulari-
ties, thereby improving cross-modal semantic consistency and
interpretability.

3) Hpyperspectral Generalization Analysis: To further eval-
uate the cross-modality generalization capability of the
proposed framework, we additionally conduct qualitative visu-
alization analysis on the HyperCap benchmark, a hyperspectral
image captioning dataset constructed from four representa-
tive hyperspectral datasets, namely Indian Pines, Botswana,
Houstonl3, and KSC. These datasets were not involved during
the original optical RS training process, as shown in Fig. 6.

The visualization results demonstrate that the proposed
DRIS remains effective under hyperspectral imaging condi-
tions. Specifically, the saliency maps consistently highlight
semantically informative regions, while the selected top-5
ROIs are concentrated on discriminative land-cover structures
rather than homogeneous background areas. This observation
indicates that the resolution-adaptive region selection strategy
is not restricted to optical RS imagery and can generalize to
hyperspectral representations with rich spectral characteristics.

Furthermore, the MS-VLAM alignment visualizations
exhibit stable region—token correspondence across different

hyperspectral scenes. Despite the substantial distribution dif-
ferences between optical and hyperspectral imagery, the
proposed hierarchical alignment mechanism is still able to
establish meaningful semantic relationships between visual
regions and textual descriptions. The region—token similarity
maps show that semantically relevant textual tokens consis-
tently produce stronger responses to informative hyperspectral
regions, indicating effective cross-modal semantic matching.
Overall, these qualitative results provide evidence that the
proposed framework can maintain effective region selection
and hierarchical semantic alignment across heterogeneous
sensing modalities. This observation suggests that the pro-
posed framework generalizes beyond conventional optical RS
imagery and remains applicable to hyperspectral RS scenarios.

D. Ablation Study

To evaluate the contribution of each component, we conduct
ablation experiments on the DIOR-RSVG dataset, as shown in
Table VI. Accuracy@0.5 is used as the evaluation metric.

1) Component-Level Analysis: We first analyze the indi-
vidual contributions of DRIS and MS-VLAM. The baseline
model (Row A) achieves an Accuracy@(.5 of 33.15.

When DRIS is introduced (Row B), the performance
improves to 35.62, indicating that resolution-adaptive pro-
cessing enhances feature quality by preserving fine-grained
details. When MS-VLAM is applied independently (Row C),
the accuracy increases to 37.04, showing that hierarchical
alignment significantly improves cross-modal correspondence.
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TABLE VI
ABLATION STUDY ON DIOR-RSVG (ACCURACY @0.5)

ID DRIS MS-VLAM MS-VLAM Sub-modules ‘ Accuracy@0.5

A X X — 33.15 (LoRA baseline)
B v X — 35.62

C X v full 37.04

D v v full 40.27 (Ours)
Ablating MS-VLAM components (with DRIS enabled)

E v v w/o Object-level 38.91

F v v w/o Local-region-level 39.10

G v v w/o Global-level 38.76

Notes: (1) “v” denotes the module is enabled; “X” denotes it is disabled. (2) Row A is the LoRA baseline without any proposed module.
(3) Rows E-G respectively remove one alignment level while keeping the other two. (4) All results are averaged over 3 runs with standard

deviation < 0.15.

When both DRIS and MS-VLAM are jointly applied
(Row D), the model achieves the best performance of 40.27.
This demonstrates that the two modules are complementary:
DRIS improves visual representation, while MS-VLAM aligns
these representations with textual semantics at multiple levels.

2) Submodule Analysis of MS-VLAM: We further analyze
the contributions of each alignment level in MS-VLAM by
removing one component at a time while keeping DRIS
enabled.

Removing object-level alignment (Row E) reduces the accu-
racy to 38.91. Removing local-region-level alignment (Row
F) leads to a result of 39.10, while removing global-level
alignment (Row G) decreases the performance to 38.76.

These results indicate that all three alignment levels
contribute to performance improvement. In particular, object-
level alignment improves fine-grained correspondence, while
global-level alignment provides complementary scene-level
context.

3) Discussion: Overall, the ablation results demonstrate
that both resolution-adaptive visual perception and hierarchi-
cal vision-language semantic alignment play indispensable
roles in multimodal RS understanding. Specifically, DRIS
enhances visual representation quality by adaptively pre-
serving informative local details while maintaining global
contextual awareness, whereas MS-VLAM strengthens seman-
tic consistency through hierarchical alignment across object-,
region-, and global-level representations. Their joint optimiza-
tion consistently achieves the best performance, indicating that
adaptive visual perception and hierarchical semantic alignment
are highly complementary for robust vision—language under-
standing in RS scenarios.

Moreover, the complementary improvements observed in
the ablation study further confirm that DRIS and MS-
VLAM are not independent modules, but rather two tightly
coupled components within a unified representation learn-
ing framework. By emphasizing semantically informative
regions and suppressing redundant background information,
DRIS produces higher-quality resolution-adaptive multiscale
visual representations that serve as reliable inputs for hier-
archical semantic alignment. Building upon these enhanced
representations, MS-VLAM establishes more accurate cross-
modal correspondence at multiple semantic granularities.

TABLE VII
EFFICIENCY COMPARISON WITH BASELINE METHODS

Method FLOPs (G) Time (ms) Memory (GB)
Baseline 286.4 164.2 21.7
Token Pruning 238.7 139.5 19.4
RAH-VLA(Ours) 176.3 105.8 16.2

This table reports the computational efficiency of different methods in
terms of FLOPs, inference latency, and GPU memory consumption.
Lower values indicate higher computational efficiency.

Consequently, the two modules reinforce each other during
end-to-end optimization, explaining why their joint integration
consistently outperforms configurations that employ either
module alone.

E. Efficiency Analysis

To evaluate the computational efficiency of the proposed
DRIS, we compare the proposed framework with both the
baseline model and a representative token-pruning strategy.
The comparison includes three commonly used efficiency
metrics, namely floating-point operations (FLOPs), inference
latency, and GPU memory consumption.

As shown in Table VII, the proposed method consistently
achieves the lowest computational cost among all compared
approaches. Specifically, compared with the baseline model,
DRIS reduces FLOPs from 286.4G to 176.3G, inference
latency from 164.2 to 105.8 ms, and memory consumption
from 21.7 to 16.2 GB. These correspond to relative reductions
of 38.4%, 35.6%, and 25.3%, respectively.

Compared with the token-pruning strategy, the proposed
framework further reduces FLOPs, inference time, and
memory usage while maintaining effective multimodal under-
standing performance. This improvement can be attributed
to the resolution-adaptive processing mechanism, which
allocates high-resolution computation only to semantically
informative regions while processing homogeneous regions
at lower resolution. Consequently, redundant computation
is significantly reduced without sacrificing important visual
details.

These results demonstrate that DRIS effectively balances
computational efficiency and semantic fidelity, validating the
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effectiveness of the proposed resolution-adaptive paradigm for
large-scale multimodal RS understanding.

VI. CONCLUSION

This article presents RAH-VLA, a resolution-adaptive hier-
archical vision-language alignment framework for multimodal
RS image interpretation. To address the limitations of fixed-
resolution processing and single-scale semantic alignment, we
propose a DRIS and an MS-VLAM, which jointly enable
resolution-adaptive visual perception and hierarchical cross-
modal semantic alignment. Extensive experiments demonstrate
that the proposed framework consistently improves image
captioning, visual grounding, and cross-modal reasoning
performance while effectively reducing computational redun-
dancy. In addition, qualitative visualization analyses further
verify the strong cross-modality generalization capability of
the proposed framework. Although the proposed framework
has demonstrated promising performance across optical and
hyperspectral RS scenarios, further investigation is required to
extend its applicability to more diverse sensing modalities and
larger-scale vision—-language foundation models. Future work
will focus on lightweight model design, efficient inference
strategies, and more advanced multimodal reasoning mech-
anisms for large-scale RS applications.
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